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Abstract 

A wealth of statistical learning research has provided evidence 

that regularities in which items co-occur (referred to here as 

“syntagmatic”) can be learned implicitly. However, it is not 

known whether higher-order relations can also be learned 

implicitly. Here we present two experiments that investigate 

whether regularities, where items do not co-occur but instead 

share co-occurrence with each other (referred to here as 

“paradigmatic”), can be learned implicitly. In Experiment 1, 

we used a traditional auditory statistical learning paradigm 

where participants passively listened to an auditory stream 

containing syntagmatic and paradigmatic regularities and 

found evidence only of syntagmatic learning.  In Experiment 2, 

we instructed participants to attend to items during the training 

session and found evidence of learning paradigmatic relations 

in participants who demonstrated high-level of syntagmatic 

learning. The results are discussed in terms of the limits of 

implicit learning and the role of attentional mechanisms in 

learning higher-order statistical regularities. 

Keywords: statistical learning; implicit learning; paradigmatic 

relations; second-order relations  

Introduction 

A seminal study by Saffran, Aslin, and Newport (1996) 

showed that regularities in which speech sounds co-occurred 

in a continuous stream, could be extracted at a very early age. 

Subsequent studies also showed that the ability is domain 

general and could contribute to many aspects of human 

cognition including perceptual learning, memory, category 

learning, and language acquisition (Armstrong, Frost, & 

Christiansen, 2016; Fiser & Aslin, 2002; Kirkham, Slemmer, 

& Johnson, 2002; Santolin & Saffran, 2018). Moreover, 

studies showed that learning could be accomplished 

incidentally and implicitly.  For example, Saffran, Newport, 

Aslin, Tunick, and Barrueco (1997) showed that adults and 

children were able to extract statistical regularities even when 

they were merely exposed to the to-be extracted audio stream 

while engaged in an unrelated task (i.e., drawing). Therefore, 

statistical learning has been considered one of the most 

powerful and important learning mechanisms. It has an early 

onset and can be deployed without an explicit goal to learn 

and seemingly without effort.  

   The statistical regularities primarily studied to date are first-

order co-occurrences: The elements occur together within the 

same event, either simultaneously, immediately following 

each other, or separated by one or more other elements (see 

Santolin, & Saffran, 2018 for a review). However, many 

relations are formed beyond first-order co-occurrence 

information. For example, learning the part-of-speech of 

words requires building second-order relations between 

items that do not co-occur together, but instead share patterns 

of co-occurrence with other items or contexts. For example, 

“a” and “the” are related by both being articles. This 

relationship cannot be extracted from first order co-

occurrence because “a” and “the” do not reliably co-occur, 

but they can be extracted from second-order co-occurrence 

because they share patterns of co-occurrence with each other 

(i.e., they appear before nouns). Many taxonomic relations 

between members of the same category can also be extracted 

from second-order co-occurrence. For example, ‘flip-flops’ 

and ‘boots’ do not necessarily co-occur but do tend to occur 

with the same words such as “put on” and “wearing”, and 

items such as “feet”. This distinction between first and 

second order co-occurrence maps on to the distinction 

between syntagmatic and paradigmatic relations in 

linguistics: Syntagmatic relations link items that co-occur in 

the order in which they do so, while paradigmatic relations 

link items that are substitutable within the same context (e.g., 

if you could say ‘wearing flip-flops’, it is grammatically 

correct to say ‘wearing boots’; de Saussure, 1974/1916). The 

fact that both first and second-order regularities are present 

in environmental input (both between words in language, 

Landauer & Dumais, 1997; and objects in scenes, Sadeghi, 

McClelland, & Hoffman, 2015) raises the question: Can 

paradigmatic relations, like first-order co-occurrences in 

statistical learning research, be learned implicitly through 

mere exposure?  

  Investigating the origins of paradigmatic associations, 

McNeil (1963) showed that participants were able to extract 

paradigmatic relations between novel words while they were 

exposed to sentences that conveyed both first-order co-



 

 

occurrences (between novel words that occurred within the 

same sentence), and second-order co-occurrences (between 

novel words which never co-occurred but were consistently 

preceded by same words). As evidenced by responses in a 

free-association task, the formation of robust syntagmatic 

relations between novel words preceded the formation of 

paradigmatic relations. The results are consistent with 

developmental studies using free-association tasks, (e.g., 

Brown & Berko, 1960; Jenkins, 1954; Ervin, 1961), where 

children provide syntagmatic responses at an early age (e.g., 

mountain->high), but gradually provide paradigmatic 

responses as they get older (e.g., mountain -> hill). 

   Although the results of McNeil’s (1963) suggest that both 

syntagmatic and paradigmatic regularities can be extracted, 

the evidence does not directly address whether paradigmatic 

relations can be extracted implicitly. Specifically, the 

sentences were presented in an explicit fashion, and 

participants were told that a test would follow, which would 

increase the chance of learning the relations explicitly 

through reasoning (e.g., McNeil, 1963, 1966). Moreover, the 

non-words that constituted the co-occurrence regularities 

were embedded in sentences, which may have provided 

linguistic cues that could aid the formation of the relations. 

In order to avoid these effects, we investigated whether 

paradigmatic relations could be learned when they were 

conveyed using statistical learning paradigms. In Experiment 

1, we adopted the design by Saffran et al. (1997), where 

participants were merely exposed to an auditory sequence 

that contained syntagmatic/paradigmatic relations and were 

then given a surprise test. In Experiment 2, we used a visual 

statistical learning paradigm containing images of cats and 

dogs which required participants to be more actively engaged 

in the image sequence (i.e., by requiring them to identify each 

image as a cat or dog). 

Experiment 1A 

Methods 

Participants Thirteen undergraduate students at a 

midwestern university in the US participated for course credit.  

Materials and Design Twelve syllables were generated 

using gTTS (Google Text-to-Speech). The maximum 

amplitude was normalized to -1.0dB and the length of each 

syllable was 500ms. Using the syllables, six learning triplets 

were rendered for the learning phase, and ten for the test 

phase (see Figure 1; Experiment 1A). The learning triplets 

consist of two sets of three triplets and each set contained a 

paradigmatic relation. Operationally, the 1st and 3rd syllables 

were treated as ‘context’ and the 2nd as the ‘target’ item. For 

example, in set-1, target [di] is experienced in context [ba-∎-

ti] and [gu-∎-do], where ∎ represents the slot for the target 

(i.e., [di] or [ku]), while target [ku] is only experienced in 

context [ba-∎-ti]. If a paradigmatic association is formed 

between [di] and [ku] through sharing a common context [ba-

∎-ti], it could be reasoned that [ku] will be generalized to the 

context [gu-∎-do], which was not directly experienced with 

[ku] but indirectly linked via [di] through a paradigmatic 

association. Therefore, when participants are asked about 

their memories of the auditory stream at test, it will be more 

probable that they will pick [gu-ku-do] compared to an 

unrelated triplet [lo-ku-gi] (see TEST of Figure 1; 

Experiment 1A).  Set-2 had the identical structure as set-1, 

except using different syllables. Additionally, syntagmatic 

associations were tested by presenting triplets that were 

presented in the stream with triplets that have the same 

Figure 1. Structure of the learning and test stimuli. 



 

 

context but a target from the other set. For example, [ba-di-

ti], which exactly appeared in the stream, was presented with 

[ba-tu-ti], which had the context from set-1 but target from 

set-2. The auditory stream for the learning phase contained 

the six learning triplets, which were repeated 180 times in a 

blocked fashion, where the total length was 27min. There 

were no gaps between the syllables or between the triplets.  
Procedure The task had an implicit learning phase followed 

by a test phase. In the learning phase, participants were 

provided with coloring pages and coloring pencils and were 

instructed to color the pages as creatively as they could while 

listening to an auditory stimulus over the headphones. The 

instruction did not include any information about the 

structure or nature of the stimulus and the participants were 

not told that they will be involved in a test afterward.  

   After the learning phase, participants were given a surprise 

test about the audio stream. In each test trial, participants 

were presented with two audio clips one at a time separated 

by 500ms and were asked to choose the clip that they think 

was presented in the auditory stream. Responses were made 

by clicking a ‘1st sound’ or a ‘2nd sound’ sign that was 

presented on the screen using a computer mouse. One of the 

audio clips was either syntagmatically or paradigmatically 

related to the triplets presented during the learning phase, and 

the other triplet was not related.  If participants learned the 

relations, we would expect that they would choose the 

syntagmatically or paradigmatically related option over the 

non-related triplet. Four test trials were paradigmatically 

related and six were syntagmatically related. These ten trials 

were tested ten times in a blocked fashion with an ISI of 1s. 

The trials in each block were randomized, and the 

presentation order of the test pairs was randomized.  Each 

trial lasted until the participant made a response.  

Results 

Throughout Experiment 1, unless stated otherwise, to analyze 

the data we used both frequentist and Bayesian t-test again 

chance-level performance .5 using JASP (JASP Team, 2018). 

For the Bayesian analysis an uninformed Cauchy prior with 

a scale of .707 was used. When analyzing the entire ten 

blocks, neither syntagmatic (M = .526, SD = .075, one-tail p 

= .12, BF10 = .906), nor paradigmatic (M = .506, SD = .064, 

one-tail p = .375, BF10 = .360) test trials showed evidence of 

learning. Since re-learning could have happened during the 

test phase with 10 repetitions of new triplets, we analyzed the 

first block. Results showed syntagmatic trials showed above 

chance performance (M = .615, SD = .185, one-tail p = .022, 

BF10 = 3.456), while paradigmatic trials did not (M = .442, 

SD = .150, one-tail p = .905, BF10 = .135).   

   The results provide evidence that syntagmatic relations 

could be learned implicitly, which replicates previous studies, 

and is especially comparable to the study by Saffran et al. 

(1997), which used a similar procedure. At the same time, 

results provide evidence that the paradigmatic relations are 

not learned in the current task (BF10 = .135, indicating that 

the data is 7.4 times more likely to be observed under the null-

hypothesis). It is possible that paradigmatic relations can not 

be learned implicitly, and explicit learning is required. 

However, it is also possible that learning was not sufficient 

in the current training phase. In particular, since paradigmatic 

associations rely on a pre-formed syntagmatic association, it 

is possible that the syntagmatic relations are formed but are 

not firm enough to aid building paradigmatic relations. 

Therefore, in Experiment 1B, we increased the length of the 

learning experience, and aided the formation of the 

syntagmatic relations by placing gaps between the triplets. 

Experiment 1B 

Methods were identical to Experiment 1A except that eight 

syllables were used, and the context of each triplet was 

identical for the first and last position (see Figure 1; 

Experiment 1B). This was to make each context more salient 

and also reduce the total number of syllables the participants 

have to remember. We also (1) increased the learning phase 

by repeating the triplets 250 times in a blocked fashion 

(38.75min) while shortening the length of each syllable to 

450ms, (2) placed a 200ms gap between the triplets so that 

the syntagmatic associations could be learned easily, and (3) 

repeated the test items only twice in a blocked fashion where 

the paradigmatic trials were tested first in each block since 

we identified order effects in Experiment 1A and our main 

focus is on paradigmatic relations. Eight undergraduate 

students at a midwestern university in the US participated for 

course credit.  

Results 

Results show strong evidence for forming syntagmatic 

relations when analyzing both test blocks (M = .798, SD 

= .151, one-tail p < .001, BF10 = 47.41) and only the first 

block (M = .762, SD = .212, one-tail p = .009, BF10 = 8.763). 

On the other hand, we find evidence for paradigmatic 

relations not being learned implicitly (all: M = .482, SD 

= .274, one-tail ps = .566, BF10 = .315; 1st block:  M = .464, 

SD = .304, one-tail ps = .617, BF10 = .289).  

   Compared to Experiment 1A, we find stronger evidence for 

syntagmatic relations being formed, which reflects that our 

manipulations of aiding the formation of syntagmatic 

relations were effective.  However, we still find evidence that 

the paradigmatic relations are not formed, which is evident 

by Bayes factors favoring the null hypothesis (BF01) greater 

than 3.0. A possible reason why paradigmatic relations are 

not learned could be due to the lack of variability in the 

learning triplets. Variability in the statistical learning 

literature has been critical in learning relations beyond co-

occurring relations. For example, Gomez (2002) found that 

increasing variability in the learning stimuli aids the learning 

of non-adjacent relations. More importantly, increasing the 

variability of the context provides an opportunity for the 

paradigmatic associations to be stronger by having a greater 

number of shared contexts. Therefore, in Experiment 1C, we 

increased the number of context (tokens in the 1st, 3rd 

position of the triplet) for the targets.  

Experiment 1C 

Methods were identical to Experiment 1B except that the 

number of contexts increased (see Figure 1; Experiment 1C). 

There were eight contexts for the base target (i.e., A, C in 



 

 

Figure 1), and six contexts for the to-be-generalized target 

(i.e., B, D in Figure 1) for each set, making a total of 28 

learning triplets. The learning phase contained 32 repetitions 

of the learning triplets, which lasted for 33.6min.  There were 

eight paradigmatic test trials and 12 syntagmatic test trials, 

which were only tested once in a random order. Also, a 

female voice was used to generate the syllables, and the 

syllables were randomly assigned to each triplet for each 

participant, where the targets A, B, C, D  were sampled from 

[dak], [pel], [vot], [jic], [rud], and [tood], and the contexts Xi 

and Yi were sampled from  [balip], [benez], [deecha], 

[fengle], [gensim], [gople], [hiftam], [kicey], [loga], [malsig], 

[plizet], [puser], [roosa], [skiger], [suleb], and [vamey] (see 

Figure 1).  The length was 500ms for the target syllables and 

750ms for the context syllables. Thirty-two undergraduate 

students at a major university in Australia participated for 

course credit.  

Results 

Results again showed strong evidence for forming 

syntagmatic relations (M = .586, SD = .136, one-tail p < .001, 

BF10 = 27.70) with evidence that paradigmatic relations were 

not formed (M = .520, SD = .206, one-tail p = .298, BF10 

= .216). One possible drawback of Experiment 1C was that 

the number of repetitions of the learning set vastly decreased 

due to increasing the number of trials in a set while fixing the 

total amount of learning time (i.e., 40min) to prevent 

participants’ motivation dropping. Thus, it is possible that the 

absolute number of repetitions in the current study is 

insufficient for learning the paradigmatic relations. In 

Experiment 1D, we reduced the number of contexts for each 

target in order to increase the number of repetitions but also 

keep variability in learning. 

Experiment 1D 

Methods were identical to Experiment 1C except that the 

number of contexts were reduced to four for the base target 

and two for the to-be-generalized target (see Figure 1; 

Experiment 1D). The learning phase contained 80 repetitions 

of the learning triplets, which lasted for 36min. There were 

eight trials for both the paradigmatic and syntagmatic test and 

only one repetition of the test was administered. Ten 

undergraduate students at a major university in Australia 

participated for course credit.  

Results 
Results showed strong evidence for forming syntagmatic 

relations (M = .662, SD = .145, one-tail p = .003, BF10 = 

17.974) while there was reduced evidence that paradigmatic 

relations were not formed (M = .512, SD = .190, one-tail p 

= .420, BF10 = .361).  In Experiment 1E, we tried to increase 

the number of repetitions and also shorten the length of each 

item by using pairs instead of triplets.  

                                                
1 We followed the verbal metric of Lee & Wagenmakers (2013), 

where BF > 10 is considered strong evidence, and BF > 3 is 

considered moderate evidence.  

Experiment 1E 

Methods were identical to Experiment 1D except that the last 

context (3rd element of each triplet) was eliminated, which 

made the learning trials a context-target pair (see Figure 1; 

Experiment 1E). The learning phase contained 125 

repetitions of the learning triplets, which lasted for 37.5min. 
Twenty-seven undergraduate students at a major university 

in Australia participated for course credit.  
Results 
Results showed strong evidence of the formation of 

syntagmatic relations (M = .616, SD = .193, one-tail p = .004, 

BF10 = 18.719) while there was evidence that paradigmatic 

relations were not formed (M = .509, SD = .147, one-tail p 

= .746, BF10 = .266). 

   Across the five experiments with different learning 

conditions, we find that there is strong evidence1 for learning 

the syntagmatic relations but moderate evidence for not 

learning the paradigmatic relations (see Table 1).  Since 

paradigmatic relations require firm syntagmatic relations to 

be formed, it is possible that only a handful of participants, 

who have a high accuracy for the syntagmatic trials, formed 

paradigmatic relations.  However, there was no evidence for 

a correlation between the syntagmatic and paradigmatic 

accuracy in every experiment (Exp.1A: r = -.135, p = .660, 

BF01 = 2.685; Exp.1B: r = -.277, p = .547, BF01 = 1.865; 

Exp.1C: r = -.333, p = .347, BF01 = .574; Exp.1D: r = -.373, 

p = .036, BF01 = .550; Exp.1E: r = .024, p = .904, BF01 = 

4.156), as well as when data from all five experiment were 

analyzed together (r = -.101, p = .347, BF01 = 4.89; see Figure 

2). 

   

Table 1: Summary of the results that shows Bayes factors 

for evidence of learning syntagmatic relations (left column), 

and not learning paradigmatic relations (right column). 

 

 Evidence for  

Syntagmatic learning 

in Bayes factor (BF10) 

Evidence for no 

Paradigmatic learning 

in Bayes factor (BF01) 

Exp.1A 3.46 7.41 

Exp.1B 8.76 3.46 

Exp.1C 27.70 4.63 

Exp.1D 17.97 2.77 

Exp.1E 18.72 3.76 

  



 

 

 
Figure 2: Scatter plot for accuracy of the syntagmatically 

(x-axis) and paradigmatically related (y-axis) test trials 

across all five experiments in Experiment 1. The red line 

represents the linear fit between the two variables. 

Experiment 2 

In Experiment 2, we used a visual statistical learning 

paradigm that required more engagement than Experiment 1, 

which merely exposed the learning sequence. Participants 

were presented with an image sequence of different cats and 

dogs, and had to indicate whether the image was a cat or dog. 

Unbeknownst to the participants, the image sequence 

contained Syntagmatic/Paradigmatic (SP) relations. At test, 

we administered a recognition task, which followed a prime 

image that was either related to the target or not. If SP 

relations were formed, we expect to see more accurate and 

faster responses when the prime was related.  

 

 

Figure 3: Design of Experiment 2. 

 

 

Methods 

Participants Thirty-two undergraduate students at a 

midwestern university in the US participated for course credit.  

Materials and Design Stimuli were twelve different cartoon 

pictures of cats and dogs (six of each). Three cats (C1~C3) 

and three dogs (D1~D3) were selected to form two learning 

sets, which were presented during the implicit learning phase 

(see Figure 3): One where dog (D1) preceded either dog (D2) 

or cat (C3), and one where cat (C1) preceded either cat (C2) 

or dog (D3). Accordingly, there was a syntagmatic relation 

between pairs D1-D2, D1-C3, C1-C2, and C1-D3, and a 

paradigmatic relation between D2-C3 and C2-D3. However, 

to avoid effects of membership in the same category, only 

pairs consisting of one dog and one cat were assessed at test 

(i.e., syntagmatic: D1-C3, C1-D3; paradigmatic: D2-C3, C2-

D3). By the same token, unrelated Foils were pairs C3-D3 

and D2-C2. Thus, there were two each of syntagmatic, 

paradigmatic, and foil pairs. The remaining six cats and dogs 

were used to create novel new items by combining each with 

one of the six items from the learning triad (see Figure 3).  

Visual similarities of all pairs were calibrated by 16 mTurk 

participants from a larger image pool.   

Procedure The task consists of an implicit learning phase 

followed by a test phase. During the implicit learning phase, 

participants were shown a sequence of pictures from the 

learning sets and were asked to identify whether each picture 

was a cat or dog by clicking the corresponding button on the 

computer screen. During the sequence, the learning pairs 

were presented in a random order such that the same pair was 

never repeated sequentially. The sequence consisted of four 

blocks in which each pair appeared 18 times, such that over 

the four blocks, participants were exposed to each pair 72 

times. There was a 1000ms interval between pairs, and a 

250ms interval within pairs. In the test phase, participants 

were told that they would see pairs of cats and dogs presented 

sequentially and were instructed to respond by indicating 

whether the second item was old or new using the keyboard. 

The pairs were either syntagmatic, paradigmatic, foils, or 

novel. The first item in each pair was presented for 1000ms, 

followed by a 250ms ISI, followed by the second item to be 

judged as old or new. The second item remained present on 

the screen until the participant responded. The test pairs 

repeated four times in a blocked fashion.  

 

Results 

We first excluded two participants who showed below 

chance-level performance during test.  We evaluated 

evidence of learning by taking the difference between the 

syntagmatic/paradigmatic trials and the foil trials. If a 

syntagmatic or paradigmatic association was built, the 

response for these trials would be more accurate and faster 

than the foil trials. Therefore, the difference scores would be 

positive for accuracy and negative for RT.  We took the 

average for the accuracy and median for the RT of each 

subject’s trial type and then took the difference (i.e., 

syntagmatic - foil, paradigmatic - foil). By examining 

accuracy, results showed evidence for forming syntagmatic 

relations (difference M = .054, SD = .123, one sample t-test 

against 0, one-tail p = .011, BF10 = 4.46) while the evidence 

was ambiguous for the paradigmatic relations (difference M 

= .025, SD = .115, one sample t-test against 0, one-tail p 

= .121, BF10 = .647).  RTs did not show evidence of learning 

(ps > .328). As in Experiment 1, we also examined the 

correlation between the syntagmatic and paradigmatic 

difference scores.  Results showed very strong evidence for 

correlation in accuracy (r = .862, p < .001, BF10 = 1.23e+7), 

and RT (r = .659, p < .001, BF10 = 393; see Figure 4). There 

were eight participants who showed syntagmatic and 

paradigmatic effects based on positive accuracy and eleven 

based on faster RT.  

 



 

 

 
Figure 4: Scatter plot for the difference score of the 

syntagmatically (x-axis) and paradigmatically related (y-

axis) test pairs in Experiment 2. (A) accuracy, (B) RT. The 

red lines represent the linear fit between the two variables. 

 

General Discussion 

In the current study, we presented two experiments to 

investigate whether paradigmatic relations can be learned 

implicitly. Results showed that when participants were 

merely exposed to the statistical regularities (Experiment 

1A~E), we find evidence for learning first-order syntagmatic 

relations, which replicates the findings from the statistical 

learning literature. At the same time, there was evidence 

against learning the paradigmatic relations throughout five 

different manipulations of the experiment.  On the other hand, 

when participants were instructed to attend to the learning 

items during the training session (Experiment 2), in addition 

to learning syntagmatic relations as a group, participants who 

had learned the syntagmatic relations particularly robustly 

(about a third of the sample) also learned paradigmatic 

relations.  

Most importantly, the results suggest that while syntagmatic 

relations can be learned in an implicit manner, learning 

paradigmatic relations seems to require an involvement of 

attention. The findings imply that while the ability to learn 

syntagmatic relations have an early onset, which is evident 

from statistical learning literature (e.g., Saffran, & Kirkham, 

2018), the ability to form paradigmatic relations may appear 

later in life as attention has a protracted development (e.g., 

Hanania & Smith, 2010).  Consequently, theories that assume 

that paradigmatic relations are used at an early age (e.g., 

taxonomic relations; Markman, 1990), or models that assume 

mere exposure is sufficient for learning paradigmatic 

associations (e.g., Sloutsky, Yim, Yao & Dennis, 2017) may 

need to be revised.    
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