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Abstract 

We introduce a memory system based on the        
Syntagmatic-Paradigmatic model (SP; Dennis, 2005) and      
present it as a representational substrate for encoding meaning         
from text. We depart from the original SP model in three           
ways. Instead of two multi-trace memory stores, we adopt an          
auto-associative network. Instead of treating a sentence as the         
unit of representation, we go down a scale to the level of            
words. Finally, we specify all stages of processing within a          
single architecture. We show how the model is capable of          
forming surface-form independent representations of     
sentences through some question-answering examples. We      
then use feature-norms collected by McRae, Cree,       
Seidenberg, and McNorgan (2005) to construct a larger, more         
variable, set of question-answer examples. The model’s       
ability to generalize show promise in the model’s capacity to          
scale to real-world corpora. We end by suggesting the current          
model as a point-of-contact between static and dynamic        
accounts of meaning. 
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Introduction 
The relationship between words, concepts, and features       

remains an unsolved puzzle. McRae, de Sa, and Seidenberg         
(1997) showed that subjects are sensitive to the correlation         
of features across concepts when processing word meaning.        
Durda, Buchanan, and Caron (2009) used a feed-forward        
neural network to map corpus-derived semantic vectors to        
feature vectors. They constructed the feature-vectors using       
McRae, Cree, Seidenberg and McNorman’s (2005) feature       
norms. Their system was able to map semantic vectors to          
their feature vectors with high accuracy, but the lack of          
recurrent connections between the features prevented fully       
exploiting feature-correlations. In addition, as noted by       
Jones and Recchia (2010), lack of word-order constraints        
resulted in falsely attributing impossible features to words        
(e.g., that honey can fly). 

Here, we present one possible way to encode concepts         
and their features based on natural language statements. Our         
system exploits first- and second-order co-occurrence, in       
addition to sequential dependencies, to encode      
proposition-like information from text. Recurrence in the       
system should allow it to exploit feature-correlations. The        
constraints encoded from word-order and second-order      
co-occurrence should prevent it from attributing impossible       
features to concepts. Finally, our system makes no        
representational distinction between words, concepts, and      
features.  

Relationships between words can be broken into two        
forms: one kind of relationship concerns words that        
immediately co-occur, whereas another concerns words that       
share the same serial-position across utterances. The first        
kind of relationship is called syntagmatic, and reflects        
first-order co-occurrence. The second kind is called       
paradigmatic, and reflects second-order co-occurrence that      
is constrained by serial-order. Take the two sentences “John         
ate cake” and “Bob ate cookies”. Words within each         
sentence have first-order -- syntagmatic -- co-occurrence       
with one-another. Across sentences, ​John and ​Bob have        
second-order co-occurrence because they both appear with       
the word ​ate​. They also appear in the same serial-position          
when we align the sentences. We can therefore say that ​Bob           
and ​John have a paradigmatic relationship with one-another.        
The implication is that we may exchange the word ​John for           
Bob in the sentence. Note that second-order co-occurrence        
is necessary, but not sufficient, for a paradigmatic        
relationship. ​John and ​cookies have second-order      
co-occurrence but to say that “Cookies ate cake” is absurd,          
because ​cookies​ does cannot precede ​ate​. 

The Syntagmatic-Paradigmatic model (SP; Dennis, 2005)      
captures meaning by keeping track of syntagmatic and        
paradigmatic associations between words in a text corpus.        
The current model departs from the original SP model in          
several ways. First, instead of relying on a Bayesian         



probabilistic model, we specify the model within a single         
connectionist architecture. Second, instead of using      
sentences as the unit of representation, we use single words.          
Using words as the units of representation should be more          
conducive to scaling to realistic corpora. Finally, we break         
from the multi-trace memory assumption and adopt an        
auto-associative network. 

Our choice of architecture is a single-layer recurrent        
network in the style of the Hopfield network (1985). One          
desirable property of auto-associators is pattern-completion.      
Given a partial-pattern corresponding to an earlier encoded        
full-pattern, the network can fill-in the missing parts based         
on what it had earlier encoded. Another similar        
auto-associative net is Anderson’s Brain-state-in-a-box     
model (1983). Both variants implement pattern-completion      
by taking the input vector, multiplying it with the weight          
matrix, normalizing the results, and repeating until the        
vector settles to a stable pattern -- ​power-iteration​. 

During the power-iteration, Hopfield and Anderson use       
non-linear activation functions to prevent the output from        
unboundedly drifting towards the largest eigenvector. The       
Hopfield network resolves this issue by restricting       
activations between one and zero, while the       
Brain-state-in-a-box model restricts the activations to one       
and negative one.  

Here, we address this issue by introducing short-term        
modifications to the weight-matrix during both encoding       
and retrieval. When a pattern is to be processed, we first           
temporarily update the weight matrix by adding the        
pattern’s outer-product matrix to the weight matrix. The        
resulting weight matrix will be biased towards the input         
pattern, reweighting the eigenvectors based on their       
similarity to the input pattern. The network is then allowed          
to settle by multiplying the input with the modified matrix,          
normalizing the result, and repeating with the new output         
until convergence, i.e., the power-iteration. Had we not        
modified the matrix before letting the input settle, the         
dominant eigenvector would pull the input towards itself        
and we would always end up with the same vector, but by            
modifying the matrix prior to settling, we bypass the         
dominant eigenvector and settle on the eigenvector most        
similar to the input . 1

The Model 
Representation 
We represent each word as a vector whose dimensionality is          
the number of items in vocabulary. We zero-out all the          
elements in the vector, except for one element at an index           
unique to each word in our vocabulary - a local code.  

We assume that memory interfaces with external input        
through a small number of banks, each represented as a          
vector with dimensionality equal to the vocabulary size. One         

1 ​We speculate that temporary modification of the eigenstructure         
of memory is one of the roles of short term plasticity. 

set of banks is laid out temporally, such that, adjacent banks           
represent adjacent frames in time. Each bank encodes a         
single frame of experience, at a different lag relative to the           
present. Another set of banks captures bundles of experience         
(words) that occured within some time-range into the past.  

One way to conceptualize the banks is as receptive fields          
sensitive to time windows of different durations and lags.         
Whereas one set of banks is sensitive to changes from one           
word to the next, another set, with longer-range receptive         
fields, captures change at the level of the sentence,         
paragraph, and so forth. 

We align words in a sequence with the input banks          
according to their serial position. We load the single-word         
banks by setting each equal to a corresponding word vector.          
For banks ranging over a longer time-range, we set the bank           
equal to the element-wise sum of the corresponding vectors         
in that range. We represent all the banks as one long vector            
by concatenating them end-to-end.  

Figure 1: shows the structure of the memory system,         
where each submatrix is annotated based on the kind of          
information it encodes, including item (I), order (O), and         
syntagmatic (S). In addition, the submatrices labelled P        
correspond to paradigmatic associations and two other       
(labelled M for multi-scale) link across timescales,       
associating context at one scale (e.g., sentence) with        
context at another scale (e.g., paragraph). 

The utility in our representation becomes clear when we         
consider what happens when we take the outer-product of         
the vector with itself. The lower panel in Figure 1 shows a            
diagram of the memory system, which corresponds to the         
structure encoded in the outer-product matrix. Since the        
matrix is symmetric, we need only consider the        
upper-triangular part. The memory structure is best       



conceptualized in terms of the submatrices that connect each         
bank to each other bank. We have labeled the submatrices          
according to the kind of information they encode. 

The submatrices labeled with the stylized letter “I”        
encode what’s commonly referred to as ​item ​information in         
the memory literature (Murdock, 1982). They keep a        
one-to-many record of associations between individual      
words and other words that shared some common context. 

Whereas the item submatrices encode one-to-many      
relations, the two submatrices labeled with an “S” encode         
many-to-many associations between words. They form      
associative bundles that blur the temporal boundaries, and        
whose thickness is determined by the length of their         
corresponding bank’s receptive field. The longer the       
receptive fields, the denser the connectivity. These       
submatrices encode syntagmatic associations between     
words. In the Figure 1, we show two syntagmatic         
submatrices at different scales. One may maintain records of         
words that co-occur at the level of a clause, whereas the           
other at the level of a paragraph. 

The two submatrices, labelled “M”, near the two        
syntagmatic submatrices, encode associations between     
co-occurrence on one time-scale with co-occurrence at       
another time-scale. If one syntagmatic submatrix encodes       
which words appear together in a sentence and the other          
encodes which words appear together in a paragraph, these         
submatrices would encode which bundles of words in a         
sentence tend to appear with which other larger bundle of          
words in a paragraph. It may be, for example, that the           
presence of ​cat and ​mat in the one sentence is associated           
with a larger set of words that co-occur in a paragraph, such            
as ​chair​, ​coffee​, ​study​, bookcase​, ​music, reading​, etc. We         
call these multi-scale submatrices. 

The submatrices labelled with an “O” encode serial-order        
information. The ones just off the main diagonal encode         
lag-1 statistics (e.g., that sometimes ​the precedes ​cat​).        
Further shifting from the main diagonal, we have lag-2 (​cat          
and ​on​) and so forth up to lag-​n​, where ​n is the number of              
shifts off diagonal. 

Notice how the submatrices along the main diagonal, that         
are labelled with “P”, can be thought to capture zero-order          
dependencies. These are initially diagonal matrices (i.e.,       
they are zero everywhere but the diagonal). More        
specifically, each diagonal element records the frequency of        
a word in the corpus. We call these paradigmatic         
submatrices. 
Normalizing the weight-matrix and negative evidence 
We use a geometric version of the normalized Pointwise         
Mutual Information (nPMI; Church & Hanks, 1990) to        
normalize the co-occurrence. More specifically, if ​C​sub is the         
count matrix corresponding to one of the submatrices and         
P​sub is equal to ​C​sub divided by its sum, i.e., a matrix of             
joint-probabilities, we define the (​i,j​)’th cell in the        
corresponding weight submatrix as, 

 ,βW sub ij =   −log(P )ij

log( )
P ij

P Pi* j   

where is a scaling parameter.β  
There are two reasons for using nPMI. The first is to           

counteract bias towards the high-frequency words. The       
second is that the counts are positive, but we need negative           
associations from the order submatrices for sufficient       
constraint on what’s activated in the other banks. Pointwise         
Mutual Information has the useful property of providing        
negative evidence, i.e., negative values when two words        
appear together less often than independence would predict,        
but one of its problems is that it is not nicely bounded. The             
negative PMI values can go down to negative infinite. The          
nPMI normalizes the range of PMI values, so that they are           
bounded between negative one and one. Bounding the        
weights ensures the eigenvalues of the weight matrix are         
also bounded, a property required by our proposed encoding         
and retrieval mechanism. 

We apply the geometric nPMI to the count matrix to          
create the weight matrix for the network. Because logs are          
undefined at zero, we add a smoothing constant to the count           
matrix before applying the geometric nPMI. The resulting        
matrix contains the associative weights between the words        
in each bank.  

There are two further transformations that we apply to the          
syntagmatic submatrix in the weight-matrix. One, we       
zero-out its main diagonal elements. Two, we zero out all          
the negative values. Values in the main diagonal of the          
syntagmatic submatrix get very large, since each word        
always occurs with itself in the window. Removing them         
allows the other associations to become more prominent.        
Zeroing out the negative syntagmatic weights is needed for         
generalization. If we only encoded the imperative form of a          
proposition, for instance, and probed the model with its         
interrogative form, the generation of a correct response        
would be inhibited through negative syntagmatic      
associations from the function words in the interrogative        
probe. 

In all the following simulations, we used nine single-word         
banks and one multi-word bank summering all nine banks.         
We have four free-parameters, including, , .     βs  , η, and βλ   p  
One of the parameters, , was used to weight    β p      
paradigmatic submatrices. The parameter was used to   βs      
weight the syntagmatic submatrix and the item submatrices.        
For all but the order submatrices, we apply the weights by           
multiplying them by the corresponding submatrix. For the        
order submatrices, we weight each submatrix differently       
based on its lag, where the weight for the submatrix with lag            
l​, is defined as  .βl =   η λl + 1  

Encoding and retrieval 
We encode and retrieve items through recurrence. Recurrent        
associations between banks drive performance via the       
power-iteration​. For the power-iteration, we     



forward-multiply a vector with a matrix, normalize it, and         
repeat with the new vector as the input until it stops           
changing. Each time we do the multiplication, the vector         
gravitates towards the primary eigenvector of the matrix. As         
we mentioned in the introduction, this latter property of the          
power-iteration is not desirable because it implies that all         
vectors will equal the dominant eigenvector in the long-run. 

The Hopfield (1985) net and Anderson’s Brain-in-a-box       
(1983) required non-linear activations to set a bounds on the          
range of the power iteration. We use an alternative         
approach. We temporarily bias its weights towards the input         
vector. More specifically, we add the outer-product of the         
input-vector, with itself, to the weight matrix prior to         
running the power-iteration. We assume that once the        
power-iteration converges, the eigenspace unwarps into its       
original configuration.  

We replace all the negative values in the settled vector          
from the power iteration with zeros and add its         
outer-product, with itself, to the raw counts. Then, we         
complete encoding by re-computing the geometric nPMI       
corresponding to the modified (pseudo-) counts. 

Hence we maintain two separate matrices, both with the         
same structure, and use one for counts and the other as the            
nPMI transformation. The nPMI matrix is only modified in         
two ways. The first is temporarily, when we are running          
recurrence. The second is when we re-compute the nPMI         
transformation following an update of the count matrix. 

In general, letting ​W be the full weight matrix, and ​C be            
the full count matrix, to statically encode a pattern ​p​, we           
add it into the count matrix with, 

.C p  Δ =  · p T  
To encode the input dynamically, on the other hand, we          

let and run the power iteration (defined here recursively)         
with the pattern until convergence: 
 

 W  p Let W t =  +  · pT  
C pΔ =  ∞+ · p∞T +   

 
      ​where​, 
 { 

,         W  )   ( t · p 1 
|| W  ·p || t

f     || (W  )  p ||   i t · p 1 
|| W  ·p || t

−  < ε  

      p   ∞ =   
         ​otherwise( W , (W  )  ),  r t  t · p 1 

|| W  ·p || t
 

 
In the definition of ​p​∞​, the double-vertical bars (“||”)         

denote the vector length, and epsilon stands for some small          
value set as the convergence criterion for the recurrence.         
The two plus-sign exponents in the final update function         
indicate that we only encode the positive parts. 

We also modify the count-matrix in two ways. Recall that          
we slide a window through a corpus of text to encode it into             
memory. When we do this, we first run one sweep over the            
corpus without recurrence. In this first sweep, we only         
encode the co-occurrence counts. Then we update the        
weight matrix using the geometric nPMI. In a second sweep,          

we employ recurrence during encoding in order for the         
latent associations to form. In the next demonstration, we         
will show of how the model forms these latent associations          
during recurrence. 

One of the characteristics of our model that is not in           
backpropagation-based networks is its ability for one-shot       
learning. ​Lysander and ​Bellamira ​need to only appear once         
together with the verb ​loves for the model to encode the           
sentence.  

Simulation Results 
Role-binding 
As a first benchmark we evaluate the model’s ability to          
make generalizations that require the use of both        
syntagmatic and paradigmatic associations, framed as a       
question-answering problem. Table 1 shows some example       
sentences serving as input to the model. Having encoded the          
examples in the training set, the model must replace the          
placeholder (the underscore) in the testing examples with        
the correct name. 

Table 1: ​Example set of training and  test input to the 
model 
 

                                   Example Input 

Training  thomas loves carolyn  
john loves brenda 
lysander loves bellamira  
who is carolyn loved by ? # thomas # 
who is brenda loved by ? # john # 

Testing  who is carolyn loved by ? # _ # 
who is brenda loved by ? # _ # 
who is bellamira loved by ? # _ # 

Note. ​The underscore is a placeholder for an empty slot and corresponds 
to a zero-vector in the corresponding bank. 

The problem is trivial when we query the model with test           
cues involving ​carolyn or ​brenda (a and b). Notice that both           
the answer and question are in the training set, and therefore           
the pattern encoded in memory has high overlap with the          
pattern in the query. Responding with the correct answer is          
easily done through pattern-completion driven by the order        
information. 

Surface form is insufficient for correctly answering the        
third question (c), and so it serves as a better test of the             
model’s ability to generalize. Correctly answering “who is        
bellamira loved by ?”, requires the intersection of        
paradigmatic and syntagmatic associations. Indeed,     
order-associations will hurt because they will inhibit the        
correct response in favour of one of the responses from one           
of the patterns with both the imperative and interrogative         
forms encoded. The challenge in our task, is that the partial           



patterns that we want to complete (“who is Bellamira loved          
by? ”) have never been seen before. 

We trained the model on 15 question and answer pairs,          
and tested its generality. We encoded 15 novel interrogative         
sentences of the same form and evaluated the model’s         
ability to generate the correct response. To generate the         
sentences, we sampled names from a pool to fill the agent,           
and patient roles. We used subject-verb-object sentences       
with different verbs such as ​loved​, ​helped​, and ​thanked​.         
None of the names were repeated.  

Table 2 shows a sample output of the model’s response          
when we ask it “who is bellamira loved by?”. As can be            
seen in the seventh row of the second column, the model           
generates the correct response. Indeed, the model was able         
to generate the correct answer to all of the 30 questions.  

We used a smoothing constant of 0.01 to the         
pseudo-count matrix. The syntagmatic parameter, , was     βs   
set to 0.19, and the paradigmatic parameter, , was set to       βp     
0.9. The maximum weight for order submatrices, , was set      η    
to 0.005 and the parameter determining the decrease in         
order strength as a function of lag, , was set to 0.9.       λ      
Finally, the convergence criterion for the recurrence, ɛ, was         
set to 0.01. We also limited the number of recurrence          
iterations to 100.  

 
Table 2: ​First- and second-most active words after 
recurrence 
 

bank input  First    Second 

is 
bellamira 
loved 
by 
? 
# 
_ 
# 
_ 

is 
bellamira 
loved 
by 
? 
# 
lysander 
# 
james 

0.2838 
0.2793 
0.2825 
0.2840 
0.2839 
0.2875 
0.0032 
0.2875 
0.0015 

 cool 
lysander 
lysander 
lysander 
lysander 
 
john 
 
robert 

0.0049 
0.0040 
0.0021 
0.0013 
0.0012 
 
0.0016 
 
0.0015 

 
 
 
 
 
 
 
 

 
Scaling up 
To begin evaluating the model’s scalability, we need to         
ensure that it’s capable of encoding a larger number of          
sentences with varying degrees of syntactic complexity.       
McRae, Seidenberg, and McNorgan (2005) collected a set        
of feature norms, consisting of some concrete nouns and a          
set of corresponding properties most commonly ascribed to        
each of them by a large sample of human raters. We           
generated imperative and interrogative sentences using a       
subset of those norms. Table 3. shows some example         
sentences, one for each predication-type from which we        
sampled.  

 

Table 3: ​Example set of training and test input generated          
using McRae et al.’s feature-norms  
 

Predication Type       Sentences 

Superordinate  
 
 
Made-of  
 
 
Location  
 
 
Action 
 
 
Systemic Property  

a cheetah is an animal # cool # 
what is a cheetah ? # animal # 
 
a jacket is made of leather # cool # 
what is a jacket made of ? # leather # 
 
a cellar is found in basements # cool # 
where can a cellar be found ? # basements # 
 
steak is eaten by cooking  # cool # 
how is steak used ? # cooking # 
 
a train is fast # cool # 
what is a train known for ? # fast #  

 
More specifically, we sampled form the superordinate,       

made-of, location, action, and systemic property types of        
predication. We use them because they allow for enough         
syntactic variation in the sentences to test the model’s         
generalizability. In addition, when generating the sentences,       
we tried to remain faithful to pluralization rules and the          
proper use of articles, hence further adding variation        
between the sentences. 

As before, we tested the model by fully encoding the          
imperative and interrogative forms of a subset of the         
exemplars, and only encoding the imperative forms for the         
rest. For each predication type, we took 70        
question-and-answer pairs, and encoded both question and       
answer with .6 probability. We use the rest as our          
generalization set. 

Figures 2 and 3 show the cumulative probability that the          
correct response is at, or below, a given rank. Figure 2           
shows those ranks when we query memory for one of the           
exemplars that was encoded in both imperative and        
interrogative form, whereas Figure 3 shows the ranks for         
exemplars with just the imperative form encoded. A rank of          
zero means the correct answer was generated, a rank of one           
means it was second-most active, and so on. As is clear           
from both figures, with the exception of one or two cases,           
the correct answer is always one of the most active words in            
the response bank. 

Hence even when we increase the vocabulary size (366)         
and syntactic variability (five predication types), the model        
is able to correctly generalize. Most importantly, the subtle         
differences in the question forms provide enough constraint        
to home-in on the right kind of answer. The retrieval is not            
only sensitive to the associations formed between the noun         
words (e.g., pheasant and bird), but is also dependent on the           
surrounding words such as known or where. For instance,         
the word duck appears twice in the location predications,         



and twice in the superordinate predications. The context        
words “what is a _ ?” versus “where can a _ be found ?” are               
sufficient for discriminating between a class-membership      
type of question and a question about location. The         
associations formed between the words drive performance       
without the need for complex rules of composition. 

 

Figure 2: Cumulative probability corresponding to the       
rank of the correct item in the response bank, when both           
the imperative and interrogative exemplars are encoded.       
The figure shows that the correct response is almost         
always one of the most highly active. 

 

 

Figure 3: Cumulative probability corresponding to the       
rank of the correct item in the response bank, when only           
the imperative exemplars are encoded. As with the full         

patterns, the figure shows that the correct response is         
almost always one of the most highly active. 

Discussion 
Our demonstrations show how constraints on the kinds of         
association that form between words in sentences are        
sufficient for approximating proposition-like encoding. The      
first demonstration showed how the model can align active         
forms of subject-object-verb sentences to their passive       
forms by exploiting syntagmatic and paradigmatic      
associations. In the second demonstration, we showed how        
the model is robust to variation in the text, and is able to             
accommodate various question-answer forms    
simultaneously. 

In conclusion, we have demonstrated how the intersection         
of syntagmatic and paradigmatic associations can encode a        
surface-level-independent representation of text. A static      
view of the model’s architecture maps nicely onto the kinds          
of representation often described in models of memory (e.g.,         
order and item information in the submatrices), however,        
the model also requires the dynamic reverberation of those         
associations, i.e., recurrence. We suggest the current model        
as a point-of-contact between the static view of semantic         
representation (e.g., Landauer & Dumais, 1997) and the        
dynamic one (e.g., Elman, 2009). 
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