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Abstract

Propositional accounts of organization in memory have
dominated theory in compositional semantics, but it is an
open question whether their adoption has been necessitated by
the data. We present data from a narrative comprehension
experiment, designed to distinguish between a propositional
account of semantic representation and an associative account
based on the Syntagmatic-Paradigmatic (Dennis, 2005; SP)
model. We manipulated expected propositional-interference
by including distractor sentences that shared a verb with a
target sentence. We manipulated paradigmatic-interference by
including two distractor sentences, one of which contained a
name from a target sentence. That is, we increased the
second-order co-occurrence between a name in a target
sentence and a distractor. Contrary to the propositional
assumption, our results show that subjects are sensitive to
second-order co-occurrence, hence favouring the associative
account.
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Introduction

Evidence that people encode the meaning of sentences by
first mapping them unto an underlying propositional
representation rest on observations suggesting that accessing
one constituent of a proposition implies simultaneously
accessing the other constituents. Studies in free-recall
suggest words bound to the same proposition will be
retrieved together (Goetz, Anderson, and Schallert, 1981;
Forster, 1970). Cued-recall studies suggest words are better
cues for same-proposition  words than  for
different-proposition words in the same sentence (Wanner,
1975). In recognition memory, it appears that response-time
is faster on a second target probe, when the preceding probe
was a target in the same proposition as opposed to a
different proposition in the same sentence (Ratcliff &
McKoon, 1978). Finally, the evidence from reading time

studies suggests that it takes longer to read same-length
sentences, the more propositions they contain (Kintsch &
Keenan, 1973).

Varying the number of propositions in a sentence is
difficult without also changing other variables, such as the
number of arguments to bind, the number of clauses, the
number of clause boundaries, and the sentence complexity
to name just a few. In the free- and cued-recall findings,
evidence that participants appear to recall all constituents of
propositions, or none at all, is tainted by the close coupling
between a sentence and a proposition. A sentence is rarely
complete unless it rests upon a complete proposition. It may
be that participants show an all-or-none pattern of recall for
propositions because they retrieve complete sentences. It is
an open question to what extent other confounding factors
have been mitigated in the past research.

Graesser, Hoffman, and Clark (1980), for instance,
replicated the study by Kintsch and Keenan (1973) and
found reading time to also increase as a function of the
number of arguments in constituent propositions. When they
factored out the variance accounted for by the number of
arguments, their estimates of the increase in reading time as
a function of the number of propositions turned out to be
much lower than the earlier estimate by Kintsch and
Keenan.

It remains an open question whether the propositional
assumption is sound. To date, a general parsing algorithm
that can provide a mapping between the surface form of a
sentence and its underlying propositional structure continues
to be elusive, suggesting the possibility of an alternative
representational form (for a recent attempt see Zettlemoyer
& Collins, 2012).

Kintsch (1988) proposes that a sentence cues memory
through the roles to-which the arguments in its propositions
are bound. The sentence “Mary baked a cake” cues memory
for propositions that can either accommodate Mary or Cake.
The former needs an empty agent role whereas the latter



requires an empty object role in the propositions it evokes.
Hence the proposition that “Mary likes to eat cake” may be
retrieved. As Kintsch states “the arguments of these
retrieved propositions must be treated as variables that are to
be bound to the values specified by the retrieval cue”
(Kintsch 1998).

Suppose we gave participants sentences to study, some
targets, and others distractors, and asked them questions
about the target sentences afterwards. If a sentence such as
“Jack fixed his glasses” is a target, we would evaluate a
participant’s memory for it by asking “who fixed their
glasses?”. The verb fixed is a predicate, Jack is bound to its
agent slot, and glasses is bound to its object slot. The
propositional view predicts interference if another distractor
also used the predicate fixed. More specifically, it would
predict interference from the filler bound to the agent slot.
So if the participant also studied the sentence “Peter fixed
his hair” the propositional account would predict
interference between Jack and Peter. We call this
propositional interference.

One possible alternative to propositional representation is
an associative representation based on syntagmatic and
paradigmatic  relationships  between  words.  The
Syntagmatic-Paradigmatic model (SP; Dennis, 2005)
assumes that memory organizes input, e.g., words, based on
two forms of relationships. The first kind of relationship is
between items that appear together -- syntagmatic
associations. The other kind of relationship is between items
that appear with other words in the same serial-position --
paradigmatic associations. For instance, the words cat and
dog tend to appear in the same position relative to other
words they appear with such as in “the _ raised its tail”.
Whereas syntagmatic associations help bind memory items
together based on temporal (spatial) proximity, paradigmatic
associations  help align words based on their
interchangeability.

A paradigmatic association is a special case of
second-order  co-occurrence.  Namely, second-order
co-occurrence that is also constrained by serial order. If we
have two sentences, “a puppy amused Jack” and “a squirrel
amused Gary”, we can say that Jack and Gary have a
paradigmatic association and Jack and squirrel have
second-order co-occurrence. Jack and Gary also have a
second-order co-occurrence relationship through amused,
whereas Jack and squirrel do not have a paradigmatic
association. Them being paradigmatic associates also
requires that they are aligned by serial order, i.e., that they
both followed the verb amused.

When answering the question about Jack, the SP model
predicts propositional interference resulting from both
syntagmatic and paradigmatic associations.
Syntagmatically, words in the question such as fixed will not
only activate the name in the target (Jack), but also the
distractor (Peter). Paradigmatic interference arises from

both Jack and whatever filler is attached to the agent slot in
the distractor appearing in the same configuration (e.g.,
Peter because both Jack and Peter are one lag behind fixed).
Hence the SP account predicts propositional interference
based on syntagmatic and paradigmatic associations with
the distractor’s filler in the agent role.

Instead of having a sentence with the same verb, suppose
we add two additional distractor sentences, one of which
includes Jack in the patient role (e.g., “a puppy amused
Jack” and “a squirrel amused Gary”). The propositional
account would not predict any additional interference,
because the predicate, fixed, does not appear in either of the
distractors, however, the SP account predicts that since Jack
and Gary now appear in similar configurations with other
words, Gary should paradigmatically interfere when asked
“who fixed their glasses?”. We call this paradigmatic
interference.

We embedded four target sentences within a narrative
structure, and added eight distractor sentences with varying
levels of similarity to the targets. For a single target, we did
not expect any interference, whereas for two targets we
expected either propositional- or paradigmatic-interference
based on their resemblance to the distractors. For a fourth
target, we expected both forms of interference present
simultaneously. If the propositional account is correct, we
should not observe any interference based on paradigmatic
associations.

Experiment 1

Participants

We recruited 307 participants (195 male) residing in the
United States, using Amazon’s Mechanical Turk, an online
data collection platform. The mean age of the participants
was around 35 (SD ~ 10).

Materials

We constructed a single narrative based around the theme
of a group of friends going on a hiking trip. We embedded
12 sentences within the narrative, four of which served as
the target propositions.

Table 1 shows the 12 sentences we used for the
experiment, organized according to the corresponding
condition. The targets are the top sentences of each of the
four rows. For instance, we have two sentences
corresponding to the condition with neither propositional or
paradigmatic interference shown in the top row. The
participant’s memory for the target proposition was tested
by asking “Who was the beer chugged by?”. Since there are
no other instances of the word “chugged” or “beer” in the
narrative, any association between the probe question and
other words in the participant’s memory should be based on
chance. Likewise, there is only one other sentence



containing Adam, and it has the verb stung. Because the
word stung does not appear anywhere else in the narrative,
we do not expect any interference with “Adam”. We call all
the sentences in Table 1 the critical sentences.

We can contrast the condition where there is no
interference with the condition with the maximal amount of
expected interference, shown in the bottom row of Table 1.
The participant’s memory for the top sentence in that row
would be queried with the probe “Who fixed their glasses?”.
Because the word fixed is also used in the sentence “Peter
fixed his hair”, when the participant attempts to generate the
correct response we expect Peter to interfere with Jack. Not
only is Peter syntagmatically associated with the word fixed
in the probe, but it is also paradigmatically associated with
the name Jack, since both names appear as the agent of the
verb fixed. As mentioned, we adopt the label propositional
interference, for this condition. Note though that
interference in this condition is predicted by both the
propositional and associative accounts.

In addition to sentences that propositionally increase
expected interference, we introduce others that only increase
paradigmatic interference with the correct item. An example
of such a sentence is “A squirrel amused Gary”, shown in
the third row. Because the word fixed does not occur in the
sentence, we do not expect it to increase syntagmatic
interference, however, because both Gary and Jack appear
in sentences with the role amused (i.e., they precede
amused), we expect the sentence will induce a paradigmatic
association between Gary and Jack. As mentioned we call
this form of interference paradigmatic, referring to an
increase in association between the correct answer and an
intrusion that is based on a shared role that is not through
the verb queried.

Table 1. List of critical sentences used in experiment 1 organized
based on interference condition

Interference Sentences
None Adam chugged his beer
A hornet stung Adam
Propositional Simon wore his coat
A snake shocked Simon
Brian wore his hat
Paradigmatic Fred smelled a tulip

A fox chased Fred
A racoon chased Eric

Jack fixed his glasses
A puppy amused Jack
Peter fixed his hair

A squirrel amused Gary

Propositional and
Paradigmatic

Note. The target names are shown in boldface.

Presenting participants with sentences in isolation is not
only remote from day-to-day experience, but it renders our
interest in memorization obvious. We embedded the critical
propositions within a narrative in order to both increase
ecological validity and to mask the mnemonic nature of the
experiment. The added challenge is to minimize the
influence of extraneous variables that may be introduced by
the narrative.

All else being equal, words that are repeated (e.g., Hebb,
1961) or play a central role in a narrative (Albrecht &
O’Brian, 1991) are better remembered. We ensured that
none of the words in the critical sentences were repeated
elsewhere. The only exception was the function words and
the names of each of the eight characters. In the latter case,
we introduced all characters in one sentence at the very
beginning of the narrative to facilitate coherence. We further
balanced the centrality of the target sentences by making
them all peripheral to the main story-line.

Another possible confound regards the improper blending
of the critical sentences within the narrative. It is
well-known that people better remember items in a list that
somehow stand-out from the other items (i.e., Von Restorff
effect, 1933). We integrated the critical sentences into the
narrative by placing them within two-clause sentences (e.g.,
“Adam chugged his beer, as others were watching the TV”).
We restricted all the target-sentences to the main clause, to
avoid confounds with position in the sentence.

Interference paradigms sometimes lead to facilitation. In
the A-B, A-C paradigm (Underwood, 1948), participants
first study and recall one set of paired-associates. In a later
phase, they study another set of paired-associates, some of
which will pair items in the first list with new associates.
The classic finding is that memory for the original
paired-associates suffers on a final test phase, if one
member in the pair is also used in the second set of
paired-associates. However, it has been shown that the
participant is sometimes reminded of the A-B pairs when
learning the A-C pairs. In the case where they are reminded,
when later tested on the A-B pair, instead of showing the
expected retroactive interference, the subject can
demonstrate facilitation (Barnes & Underwood, 1959).

An early pilot experiment using shorter narratives
suggested that placing the critical sentences too close to
one-another may encourage participants to form links
between them, especially if they belong to the same
condition (e.g., “Jack fixed his glasses” and “Peter fixed his
hair” in the same paragraph). To prevent unintended
facilitation, we maximized the distance between critical
sentences falling into the same condition, and also made
sure that none of the paragraphs containing a target sentence
included any other critical sentence.

Finally, we mitigated possible serial-position effects
(Murdock, 1982) by ensuring that none of the critical
sentences appeared in the first, or last paragraphs, and



prevented phonological similarity effects by having none of
the proper names share an initial phoneme. Finally, we kept
the word frequency of all the names and critical verbs as
similar as possible.

Procedure

Data was collected online, using the JsPsych library (de
Leeuw, 2015). The participants were first presented with a
broad overview of the task, where we tried to be sufficiently
vague about its mnemonic nature, stating that “the goal of
the current study is to distinguish between two different
theoretical accounts of how people comprehend the meaning
of sentences. The two accounts make different predictions
about how you organize your knowledge and how what you
know interacts with newly learned information”. We
mentioned that “you will be presented with one or more
short narratives or sentences... and will be asked to answer
some questions about the content of those narratives or
sentences”.

Upon accepting to take part in the study, participants were
prompted with some demographic questions asking if they
were a native English speaker, their age, and their gender.
Following the demographic queries, they were shown a
page, with the message “press any key”, that signalled the
starting of the experiment.

After commencing the experiment, the participant was
shown the first paragraph of the narrative, displayed in
10-point font, centered on the screen. As mentioned, the
repetition of one of the verbs (e.g., fixed) or names (e.g.,
Adam) can prompt the participant to re-examine the
previous instance, hence confounding the final results. Each
page contained a single paragraph and a “continue” button
centered lower on the page. We presented the narrative one
paragraph at-a-time to prevent participants from looking at
previously read paragraphs. After reading the text presented
on a page, the participant clicked “continue” to proceed to
the next page. We did not allow participants to go back to a
previous page (paragraph).

After reading the final paragraph, the participant was
immediately queried with four questions corresponding to
the four target propositions. We presented the questions
sequentially, each on a separate page, with the order
randomized across participants. Each page contained the
question, along with a text-box for the participant’s
response, and a button for proceeding to the next page. We
did not force a response, allowing the participants to leave
text-boxes empty.

We queried participants for feedback about their
experience, after they answered all four questions. One of
our questions was whether any sentences stood-out, and was
used to explore whether the target sentences blended well
with the narrative. Another two questions asked about the

perceived difficulty of the task, and whether they used any
specific strategy for answering the questions.

After proceeding through the feedback questions, we
displayed the participants’ accuracy on the recall of the
target propositions, and provided them with the option to
read more about the details of the experiment.

Results

As a summary, we differentially varied expected
propositional and paradigmatic interference with the correct
response by manipulating the overlap between the probe,
targets, and distractors. We changed interference
propositionally by using the same verb in a distractor
sentence as in a target sentence, or paradigmatically by
having the target name appear in a distractor sentence whose
verb appeared elsewhere with a different name playing the
same semantic role. The SP account predicts a main effect
of both propositional- and paradigmatic-interference,
whereas the propositional alternative predicts only an effect
of the former.

Figure 1 shows the change in the probability of recall as a
function of propositional interference (x-axis), one line
corresponding to the paradigmatic-interference-absent
condition (circles) and the other corresponding to the
paradigmatic-interference-present condition (squares). The
figure shows a drop in the probability of correct recalls
when propositional interference is present, relative to when
it’s absent, regardless of the presence of paradigmatic
interference, however, the presence of paradigmatic
interference pulls the entire line down in accuracy. Hence
by observation the data seem consistent with the SP
hypothesis.

We used Bayesian logistic regression to estimate the
probability of correct recall using Markov-Chain
Monte-Carlo (MCMC) methods. More specifically, we
define a Generalized Linear Model composed of a baseline,
with an additive effect of propositional- and
paradigmatic-interference, plus their interaction. Our
estimates correspond to the log-odds of recall associated
with each of the factors. Positive values indicate that the
probability of correct recall is greater than 50%, while
negative values suggest it is lower.
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Figure 1. Probability of correctly answering a question is
both lower when we expect propositional interference,
and when we expect paradigmatic interference. The
error-bars show the sample standard-error.

The modal log-odds estimates for the baseline,
propositional-interference, and paradigmatic-interference
conditions were 0.297, -0.435, and -0.24, respectively, and
are consistent with the SP hypothesis. The interval
corresponding to 95% of the marginal posterior predictive
mass gives us an indication of the direction of effects and
their reliability; it is called the highest-posterior density
interval (HDI). The HDI for the baseline fell above 0,
suggesting that the probability of recall was greater than
50% when there was no interference. With
propositional-interference, the HDI falls below zero,
suggesting a robust decrease in the log-odds of correct recall
relative  to  baseline.  Finally, the HDI for
paradigmatic-interference also fell below zero, suggesting a
reliable decrease in the log-odds of correct recall in the
presence of paradigmatic-interference.We also analyzed
response-time (RT) for the correct trials. Since we only have
a single trial per condition, and analyzing RT corresponding
to errors makes no sense, we collapsed across subjects, and
treated our two factors as between-subjects manipulations.
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Figure 2. Correctly retrieving the answer takes longer
when we expect propositional interference, and higher
yet, if we also expect paradigmatic interference. The
error-bars show sample standard-error.

Figure 2 shows the mean response-time for the correct
responses, across the four conditions. As in Figure 1, the
propositional-interference factor is shown on the x-axis,
with a separate line corresponding to when there was no
paradigmatic-interference (circles) and one corresponding to
when there was paradigmatic-interference (squares). The
figure shows the presence of propositional interference to
slow down subjects’ rate of response, and corroborates the
pattern in the accuracy data showing reduced performance
in the presence of propositional interference, however, the
effect of paradigmatic-interference is not as clear. Whereas
there is no difference between the paradigmatic-present and
paradigmatic-absent conditions, in the absence of
propositional interference, the RTs appear slower when both
kinds of interference are present as opposed to when there is
only propositional interference.

We used a Bayesian variant of Analysis of Variance to
test whether propositional- and paradigmatic-interference
reliably alter performance, and to examine to what extent
they interact. The Bayes factor suggested a main effect of
propositional-interference (39.6), but no main effect of
paradigmatic-interference (0.17). The results did suggest an
additive effect of both kinds of interference (6.95), although
not with as much evidence as the proposition-interference
only model.

Finally, we also examined some patterns in the errors that
participants made. Out of all the errors, we divided them
into those falling into intralist intrusions and those that are
extralist. Intralist intrusions correspond to when a subject



provides the wrong name to a question, but one that
appeared elsewhere in the narrative. We call all the rest
extralist intrusions. The question we tried to answer was
whether the intralist intrusions are more likely to be from
the expected filler (i.e., one with propositional- or
paradigmatic-overlap with a target). Since there were only
eight names in total, we expect each name to have a 12.5%
chance of intruding based on chance.

For each of the three interference conditions (excluding
baseline), we tallied the number of intralist intrusions that
were from the expected filler. Out of all intralist intrusions
in the propositional-interference  condition, 11.7%
corresponded to the expected filler. Likewise, out of all
intralist  intrusions in the paradigmatic-interference
condition, 13.4% were the expected filler. In the condition
with both kinds of interference, 30.4% were from the
expected filler. Note that in the last condition, since there
are two names that correspond to the condition, chance is at
25%. The pattern of errors does not provide any additional
evidence for either the propositional or the SP model.

Discussion

We embedded four target sentences in a narrative, and
varied the amount of expected propositional and
paradigmatic interference with the correct response by
manipulating the overlap between the target sentences and
and distractors. We induced interference propositionally by
using the same verb in a distractor sentence as in a target
sentence, or paradigmatically by having the target name
appear in a distractor sentence whose verb appeared
elsewhere with a different name playing the same semantic
role. The SP account predicted a main effect of both
propositional- and paradigmatic-interference, whereas the
propositional alternative only predicted an effect of
propositional-interference.

Our accuracy results are consistent with the assumption
that syntagmatic and paradigmatic associations mediate
encoding and retrieval of sentential content. The probability
correct recall suggested that participants are sensitive to
both propositional- and paradigmatic-interference. The SP
model can explain both in terms of syntagmatic and
paradigmatic overlap between the targets and distractors,
whereas the propositional account can only explain one kind
of interference.

The pattern of RTs across conditions provides support for
the propositional account, but its implications for the status
of the SP model are equivocal. Whereas we found a clear
main effect of paradigmatic-interference on accuracy, this
was not paralleled in the RTs. An examination of Figure 2.
suggests a possible cumulative effect, as evident by the
slower RTs when both kinds of interference are present as
opposed to just propositional interference. The Bayes factor
analysis of the RTs also lend some support for the

compounding of interference, based on some evidence in
favour of an additive model.

The ambiguous evidence from the RT analysis likely
results from having at most one data point per participant.
The same can be said about the analysis of intralist
intrusions, which showed that intrusions are no more likely
to come from the expected interference condition than they
are to come from the other conditions. With just one or two
distractors overlapping in some way with the targets, it’s
unlikely that interference is strong enough for a reliable
pattern in the RTs or intrusions.

In conclusion, our demonstration that participants are
sensitive to paradigmatic associations between words, in the
absence of syntagmatic associations, cannot be
accommodated by assuming a propositional encoding of
meaning. Future work should further explore the soundness
of the propositional assumption.
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